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colleagues behaved in all of these ways, the striking correspondence between the activities of most of the monitored neurons and TD errors lends strong support to the
reward prediction error hypothesis. There are situations, however, in which predictions
based on the hypothesis do not match what is observed in experiments. The choice
of input representation is critical to how closely TD errors match some of the details
of dopamine neuron activity, particularly details about the timing of dopamine neuron
responses. Di↵erent ideas, some of which we discuss below, have been proposed about
input representations and other features of TD learning to make the TD errors fit the data
better, though the main parallels appear with the CSC representation that Montague et
al. used. Overall, the reward prediction error hypothesis has received wide acceptance
among neuroscientists studying reward-based learning, and it has proven to be remarkably
resilient in the face of accumulating results from neuroscience experiments.
To prepare for our description of the neuroscience experiments supporting the reward
prediction error hypothesis, and to provide some context so that the significance of the
hypothesis can be appreciated, we next present some of what is known about dopamine,
the brain structures it influences, and how it is involved in reward-based learning.

15.4

Dopamine

Dopamine is produced as a neurotransmitter by neurons whose cell bodies lie mainly
in two clusters of neurons in the midbrain of mammals: the substantia nigra pars
compacta (SNpc) and the ventral tegmental area (VTA). Dopamine plays essential roles
in many processes in the mammalian brain. Prominent among these are motivation,
learning, action-selection, most forms of addiction, and the disorders schizophrenia and
Parkinson’s disease. Dopamine is called a neuromodulator because it performs many
functions other than direct fast excitation or inhibition of targeted neurons. Although
much remains unknown about dopamine’s functions and details of its cellular e↵ects, it is
clear that it is fundamental to reward processing in the mammalian brain. Dopamine
is not the only neuromodulator involved in reward processing, and its role in aversive
situations—punishment—remains controversial. Dopamine also can function di↵erently in
non-mammals. But no one doubts that dopamine is essential for reward-related processes
in mammals, including humans.
An early, traditional view is that dopamine neurons broadcast a reward signal to
multiple brain regions implicated in learning and motivation. This view followed from a
famous 1954 paper by James Olds and Peter Milner that described the e↵ects of electrical
stimulation on certain areas of a rat’s brain. They found that electrical stimulation to
particular regions acted as a very powerful reward in controlling the rat’s behavior: “...the
control exercised over the animal’s behavior by means of this reward is extreme, possibly
exceeding that exercised by any other reward previously used in animal experimentation”
(Olds and Milner, 1954). Later research revealed that the sites at which stimulation
was most e↵ective in producing this rewarding e↵ect excited dopamine pathways, either
directly or indirectly, that ordinarily are excited by natural rewarding stimuli. E↵ects
similar to these were also observed with human subjects. These observations strongly
suggested that dopamine neuron activity signals reward.
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But if the reward prediction error hypothesis is correct—even if it accounts for only
some features of a dopamine neuron’s activity—this traditional view of dopamine neuron
activity is not entirely correct: phasic responses of dopamine neurons signal reward
prediction errors, not reward itself. In reinforcement learning’s terms, a dopamine
neuron’s phasic response at a time t corresponds to t 1 = Rt + V (St ) V (St 1 ), not
to Rt .
Reinforcement learning theory and algorithms help reconcile the reward-predictionerror view with the conventional notion that dopamine signals reward. In many of the
algorithms we discuss in this book, functions as a reinforcement signal, meaning that it
is the main driver of learning. For example, is the critical factor in the TD model of
classical conditioning, and is the reinforcement signal for learning both a value function
and a policy in an actor–critic architecture (Sections 13.5 and 15.7). Action-dependent
forms of are reinforcement signals for Q-learning and Sarsa. The reward signal Rt is
a crucial component of t 1 , but it is not the complete determinant of its reinforcing
e↵ect in these algorithms. The additional term V (St ) V (St 1 ) is the higher-order
reinforcement part of t 1 , and even if reward occurs (Rt 6= 0), the TD error can be silent
if the reward is fully predicted (which is fully explained in Section 15.6 below).
A closer look at Olds’ and Milner’s 1954 paper, in fact, reveals that it is mainly
about the reinforcing e↵ect of electrical stimulation in an instrumental conditioning task.
Electrical stimulation not only energized the rats’ behavior—through dopamine’s e↵ect on
motivation—it also led to the rats quickly learning to stimulate themselves by pressing a
lever, which they would do frequently for long periods of time. The activity of dopamine
neurons triggered by electrical stimulation reinforced the rats’ lever pressing.
More recent experiments using optogenetic methods clinch the role of phasic responses
of dopamine neurons as reinforcement signals. These methods allow neuroscientists to
precisely control the activity of selected neuron types at a millisecond timescale in awake
behaving animals. Optogenetic methods introduce light-sensitive proteins into selected
neuron types so that these neurons can be activated or silenced by means of flashes of
laser light. The first experiment using optogenetic methods to study dopamine neurons
showed that optogenetic stimulation producing phasic activation of dopamine neurons
in mice was enough to condition the mice to prefer the side of a chamber where they
received this stimulation as compared to the chamber’s other side where they received
no, or lower-frequency, stimulation (Tsai et al. 2009). In another example, Steinberg
et al. (2013) used optogenetic activation of dopamine neurons to create artificial bursts
of dopamine neuron activity in rats at the times when rewarding stimuli were expected
but omitted—times when dopamine neuron activity normally pauses. With these pauses
replaced by artificial bursts, responding was sustained when it would ordinarily decrease
due to lack of reinforcement (in extinction trials), and learning was enabled when it would
ordinarily be blocked due to the reward being already predicted (the blocking paradigm;
Section 14.2.1).
Additional evidence for the reinforcing function of dopamine comes from optogenetic
experiments with fruit flies, except in these animals dopamine’s e↵ect is the opposite of
its e↵ect in mammals: optically triggered bursts of dopamine neuron activity act just
like electric foot shock in reinforcing avoidance behavior, at least for the population
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of dopamine neurons activated (Claridge-Chang et al. 2009). Although none of these
optogenetic experiments showed that phasic dopamine neuron activity is specifically
like a TD error, they convincingly demonstrated that phasic dopamine neuron activity
acts just like acts (or perhaps like minus acts in fruit flies) as the reinforcement
signal in algorithms for both prediction (classical conditioning) and control (instrumental
conditioning).
Dopamine neurons are particularly well suited
to broadcasting a reinforcement signal to many
areas of the brain. These neurons have huge
axonal arbors, each releasing dopamine at 100 to
1,000 times more synaptic sites than reached by
the axons of typical neurons. Shown to the right
is the axonal arbor of a single dopamine neuron
whose cell body is in the SNpc of a rat’s brain.
Each axon of a SNpc or VTA dopamine neuron
makes roughly 500,000 synaptic contacts on the
dendrites of neurons in targeted brain areas.
If dopamine neurons broadcast a reinforcement signal like reinforcement learning’s , then
because this is a scalar signal, i.e., a single number, all dopamine neurons in both the SNpc
and VTA would be expected to activate moreor-less identically so that they would act in near
synchrony to send the same signal to all of the Axonal arbor of a single neuron producing
sites their axons target. Although it has been dopamine as a neurotransmitter. These
a common belief that dopamine neurons do act axons make synaptic contacts with a huge
together like this, modern evidence is pointing number of dendrites of neurons in targeted
to the more complicated picture that di↵erent brain areas.
subpopulations of dopamine neurons respond to Adapted from The Journal of Neuroscience,
Matsuda, Furuta, Nakamura, Hioki, Fujiyama,
input di↵erently depending on the structures to Arai, and Kaneko, volume 29, 2009, page 451.
which they send their signals and the di↵erent
ways these signals act on their target structures. Dopamine has functions other than
signaling RPEs, and even for dopamine neurons that do signal RPEs, it can make sense
to send di↵erent RPEs to di↵erent structures depending on the roles these structures
play in producing reinforced behavior. This is beyond what we treat in any detail in this
book, but vector-valued RPE signals make sense from the perspective of reinforcement
learning when decisions can be decomposed into separate sub-decisions, or more generally,
as a way to address the structural version of the credit assignment problem: How do
you distribute credit for success (or blame for failure) of a decision among the many
component structures that could have been involved in producing it? We say a bit more
about this in Section 15.10 below.
The axons of most dopamine neurons make synaptic contact with neurons in the frontal
cortex and the basal ganglia, areas of the brain involved in voluntary movement, decision
making, learning, and cognitive functions such as planning. Because most ideas relating
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dopamine to reinforcement learning focus on the basal ganglia, and the connections from
dopamine neurons are particularly dense there, we focus on the basal ganglia here. The
basal ganglia are a collection of neuron groups, or nuclei, lying at the base of the forebrain.
The main input structure of the basal ganglia is called the striatum. Essentially all of the
cerebral cortex, among other structures, provides input to the striatum. The activity of
cortical neurons conveys a wealth of information about sensory input, internal states, and
motor activity. The axons of cortical neurons make synaptic contacts on the dendrites of
the main input/output neurons of the striatum, called medium spiny neurons. Output
from the striatum loops back via other basal ganglia nuclei and the thalamus to frontal
areas of cortex, and to motor areas, making it possible for the striatum to influence
movement, abstract decision processes, and reward processing. Two main subdivisions
of the striatum are important for reinforcement learning: the dorsal striatum, primarily
implicated in influencing action selection, and the ventral striatum, thought to be critical
for di↵erent aspects of reward processing, including the assignment of a↵ective value to
sensations.
The dendrites of medium spiny neurons are covered with spines on whose tips the
axons of neurons in the cortex make synaptic contact. Also making synaptic contact with
these spines—in this case contacting the spine stems—are axons of dopamine neurons
(Figure 15.1). This arrangement brings together presynaptic activity of cortical neurons,

Figure 15.1: Spine of a striatal neuron showing input from both cortical and dopamine neurons.
Axons of cortical neurons influence striatal neurons via corticostriatal synapses releasing the
neurotransmitter glutamate at the tips of spines covering the dendrites of striatal neurons.
An axon of a VTA or SNpc dopamine neuron is shown passing by the spine (from the lower
right). “Dopamine varicosities” on this axon release dopamine at or near the spine stem, in an
arrangement that brings together presynaptic input from cortex, postsynaptic activity of the
striatal neuron, and dopamine, making it possible that several types of learning rules govern the
plasticity of corticostriatal synapses. Each axon of a dopamine neuron makes synaptic contact
with the stems of roughly 500,000 spines. Some of the complexity omitted from our discussion
is shown here by other neurotransmitter pathways and multiple receptor types, such as D1 an
D2 dopamine receptors by which dopamine can produce di↵erent e↵ects at spines and other
postsynaptic sites. From Journal of Neurophysiology, W. Schultz, vol. 80, 1998, page 10.
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postsynaptic activity of medium spiny neurons, and input from dopamine neurons. What
actually occurs at these spines is complex and not completely understood. Figure 15.1
hints at the complexity by showing two types of receptors for dopamine, receptors for
glutamate—the neurotransmitter of the cortical inputs—and multiple ways that the
various signals can interact. But evidence is mounting that changes in the efficacies of
the synapses on the pathway from the cortex to the striatum, which neuroscientists call
corticostriatal synapses, depend critically on appropriately-timed dopamine signals.

15.5

Experimental Support for the Reward
Prediction Error Hypothesis

Dopamine neurons respond with bursts of activity to intense, novel, or unexpected visual
and auditory stimuli that trigger eye and body movements, but very little of their activity is
related to the movements themselves. This is surprising because degeneration of dopamine
neurons is a cause of Parkinson’s disease, whose symptoms include motor disorders,
particularly deficits in self-initiated movement. Motivated by the weak relationship
between dopamine neuron activity and stimulus-triggered eye and body movements,
Romo and Schultz (1990) and Schultz and Romo (1990) took the first steps toward the
reward prediction error hypothesis by recording the activity of dopamine neurons and
muscle activity while monkeys moved their arms.
They trained two monkeys to reach from a resting hand position into a bin containing
a bit of apple, a piece of cookie, or a raisin, when the monkey saw and heard the bin’s
door open. The monkey could then grab and bring the food to its mouth. After a monkey
became good at this, it was trained on two additional tasks. The purpose of the first
task was to see what dopamine neurons do when movements are self-initiated. The bin
was left open but covered from above so that the monkey could not see inside but could
reach in from below. No triggering stimuli were presented, and after the monkey reached
for and ate the food morsel, the experimenter usually (though not always), silently and
unseen by the monkey, replaced food in the bin by sticking it onto a rigid wire. Here too,
the activity of the dopamine neurons Romo and Schultz monitored was not related to the
monkey’s movements, but a large percentage of these neurons produced phasic responses
whenever the monkey first touched a food morsel. These neurons did not respond when
the monkey touched just the wire or explored the bin when no food was there. This was
good evidence that the neurons were responding to the food and not to other aspects of
the task.
The purpose of Romo and Schultz’s second task was to see what happens when
movements are triggered by stimuli. This task used a di↵erent bin with a movable cover.
The sight and sound of the bin opening triggered reaching movements to the bin. In this
case, Romo and Schultz found that after some period of training, the dopamine neurons
no longer responded to the touch of the food but instead responded to the sight and sound
of the opening cover of the food bin. The phasic responses of these neurons had shifted
from the reward itself to stimuli predicting the availability of the reward. In a followup
study, Romo and Schultz found that most of the dopamine neurons whose activity they
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monitored did not respond to the sight and sound of the bin opening outside the context
of the behavioral task. These observations suggested that the dopamine neurons were
responding neither to the initiation of a movement nor to the sensory properties of the
stimuli, but were rather signaling an expectation of reward.
Schultz’s group conducted many additional studies involving both SNpc and VTA
dopamine neurons. A particular series of experiments was influential in suggesting that
the phasic responses of dopamine neurons correspond to TD errors and not to simpler
errors like those in the Rescorla–Wagner model (14.3). In the first of these experiments
(Ljungberg, Apicella, and Schultz, 1992), monkeys were trained to depress a lever after
a light was illuminated as a ‘trigger cue’ to obtain a drop of apple juice. As Romo
and Schultz had observed earlier, many dopamine neurons initially responded to the
reward—the drop of juice (Figure 15.2, top panel). But many of these neurons lost that
reward response as training continued and developed responses instead to the illumination
of the light that predicted the reward (Figure 15.2, middle panel). With continued
training, lever pressing became faster while the number of dopamine neurons responding
to the trigger cue decreased.
Following this study, the same monkeys were trained on a new task (Schultz, Apicella,
and Ljungberg, 1993). Here the monkeys faced two levers, each with a light above it.
Illuminating one of these lights was an ‘instruction cue’ indicating which of the two levers

Figure 15.2: The response of dopamine neurons shifts from initial responses to primary reward
to earlier predictive stimuli. These are plots of the number of action potentials produced
by monitored dopamine neurons within small time intervals, averaged over all the monitored
dopamine neurons (ranging from 23 to 44 neurons for these data). Top: dopamine neurons are
activated by the unpredicted delivery of drop of apple juice. Middle: with learning, dopamine
neurons developed responses to the reward-predicting trigger cue and lost responsiveness to the
delivery of reward. Bottom: with the addition of an instruction cue preceding the trigger cue by
1 second, dopamine neurons shifted their responses from the trigger cue to the earlier instruction
cue. From Schultz et al. (1995), MIT Press.
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would produce a drop of apple juice.
In this task, the instruction cue preceded the trigger cue of the previous task by a fixed interval of 1 second. The monkeys learned to withhold reaching until seeing the trigger cue, and dopamine neuron activity increased, but now the responses
of the monitored dopamine neurons
occurred almost exclusively to the
earlier instruction cue and not to
the trigger cue (Figure 15.2, bottom panel). Here again the number of dopamine neurons responding
to the instruction cue was much reduced when the task was well learned.
During learning across these tasks,
dopamine neuron activity shifted
from initially responding to the reward to responding to the earlier
predictive stimuli, first progressing
to the trigger stimulus then to the
still earlier instruction cue. As responding moved earlier in time it
disappeared from the later stimuli.
This shifting of responses to earlier
reward predictors, while losing responses to later predictors is a hallmark of TD learning (see, for example, Figure 14.2).
The task just described revealed
another property of dopamine neuron activity shared with TD learning. The monkeys sometimes pressed
the wrong key, that is, the key other
than the instructed one, and consequently received no reward. In these
trials, many of the dopamine neurons showed a sharp decrease in their
firing rates below baseline shortly after the reward’s usual time of delivery, and this happened without the
availability of any external cue to
mark the usual time of reward delivery (Figure 15.3). Somehow the
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Figure 15.3: The response of dopamine neurons drops
below baseline shortly after the time when an expected
reward fails to occur. Top: dopamine neurons are
activated by the unpredicted delivery of a drop of
apple juice. Middle: dopamine neurons respond to a
conditioned stimulus (CS) that predicts reward and
do not respond to the reward itself. Bottom: when
the reward predicted by the CS fails to occur, the
activity of dopamine neurons drops below baseline
shortly after the time the reward is expected to occur.
At the top of each of these panels is shown the average
number of action potentials produced by monitored
dopamine neurons within small time intervals around
the indicated times. The raster plots below show the
activity patterns of the individual dopamine neurons
that were monitored; each dot represents an action
potential. From Schultz, Dayan, and Montague, A
Neural Substrate of Prediction and Reward, Science,
vol. 275, issue 5306, pages 1593-1598, March 14, 1997.
Reprinted with permission from AAAS.
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monkeys were internally keeping track of the timing of the reward. (Response timing is
one area where the simplest version of TD learning needs to be modified to account for
some of the details of the timing of dopamine neuron responses. We consider this issue in
the following section.)
The observations from the studies described above led Schultz and his group to conclude
that dopamine neurons respond to unpredicted rewards, to the earliest predictors of
reward, and that dopamine neuron activity decreases below baseline if a reward, or a
predictor of reward, does not occur at its expected time. Researchers familiar with
reinforcement learning were quick to recognize that these results are strikingly similar
to how the TD error behaves as the reinforcement signal in a TD algorithm. The next
section explores this similarity by working through a specific example in detail.

15.6

TD Error/Dopamine Correspondence

This section explains the correspondence between the TD error and the phasic responses
of dopamine neurons observed in the experiments just described. We examine how
changes over the course of learning in a task something like the one described above
where a monkey first sees an instruction cue and then a fixed time later has to respond
correctly to a trigger cue in order to obtain reward. We use a simple idealized version of
this task, but we go into a lot more detail than is usual because we want to emphasize
the theoretical basis of the parallel between TD errors and dopamine neuron activity.
The first simplifying assumption is that the agent has already learned the actions
required to obtain reward. Then its task is just to learn accurate predictions of future
reward for the sequence of states it experiences. This is then a prediction task, or
more technically, a policy-evaluation task: learning the value function for a fixed policy
(Sections 4.1 and 6.1). The value function to be learned assigns to each state a value that
predicts the return that will follow that state if the agent selects actions according to the
given policy, where the return is the (possibly discounted) sum of all the future rewards.
This is unrealistic as a model of the monkey’s situation because the monkey would likely
learn these predictions at the same time that it is learning to act correctly (as would a
reinforcement learning algorithm that learns policies as well as value functions, such as
an actor–critic algorithm), but this scenario is simpler to describe than one in which a
policy and a value function are learned simultaneously.
Now imagine that the agent’s experience divides into multiple trials, in each of which
the same sequence of states repeats, with a distinct state occurring on each time step
during the trial. Further imagine that the return being predicted is limited to the return
over a trial, which makes a trial analogous to a reinforcement learning episode as we have
defined it. In reality, of course, the returns being predicted are not confined to single
trials, and the time interval between trials is an important factor in determining what an
animal learns. This is true for TD learning as well, but here we assume that returns do
not accumulate over multiple trials. Given this, then, a trial in experiments like those
conducted by Schultz and colleagues is equivalent to an episode of reinforcement learning.
(Though in this discussion, we will use the term trial instead of episode to relate better
to the experiments.)

